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—® 15 NAEMBIES ASIC, &GRS

XRIEXMT 4 RiREs
TPU 2 Google 2015 SF&BZH) 8-bit systolic B KT 01 BES5HK
coprocessor; ZNMIEE 5EH Haswell CPU, K80 GPU F7ER—

datacenter, FftE 95% inference =K 6 NMEFNH, =EN= 02 RR7IZ: domain-specific ASIC

MaE. NFESIRITEE, 03 BE{RZE#y (P9m)
&g R 04 SCIRIEIF: workload 5 &

e LK[EHA GPU / CPU i3k 15%x-30x, TOPS/Watt & 30x-80x
e 6 NN AD 4 memory bound; # GDDR5 iREER 3x

05 XINER (73K)

e 25x i MACs. 3.5x 9 on-chip 72, die 1E/\, TEREI— 06 MESHEIE
Elé

o TEMHITENLS 99th-percentile I izEY|a]

iR : 183 Abstract 5 Section 1 B9 highlights - 95% 3§ 2016-07 &32& TPU B inference 5tk



EE 5Pk BACKGROUND - @

NN £ 3¢:E# datacenter: HIEJR inference,

N4z Tdeepl

S AHIEE + GPUE S, iF TEZ
EANE] KATEE: 1BEIRA word
error rate -30% (20 & AKIE) .
E&IRBIEIRE 26% — 3.5%. Go
WMAEHEZE,

BEHSIREBE, ik T7TEXL
HEEHERK——XEARAX—IEYE

‘o

BWAKER, FMEFRR

Training = F&H: F=. GPURE
1%, Inference = 47741
quantization 2| 8-bit BXLEE 5.

8-bit E¥ELL FP16 & 6% fEE.
6x HiH; BHIE 13x ge=. 38x @
.

KR 18X Section 1 - £V EEFE / @FRERES| B Dally 2016 [15]

Jouppi et al. - ISCA 17
A= training

=2F7/ NN

e MLP: fully connected, weights
¥ batch £H

« CNN: TEF3PEIR, weights BB
AFrE A

e LSTM (RNN) : JRZSES time step
{£3%, weights BBt E1E A

5 MEE 5M-100M weights, A

K=& — F batch HfH,
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Datacenter inference =& 45k

@D E/R response time, A& throughput

user-facing fRE&5 B 1EHY 99th-percentile I fzBv 8 deadline (%0 MLPO _EFR 7 ms) ; queueing theory iRi<PAFIEEH S E
i, MAKEZER——TE2EANIBEERES,

@ A5 IS
2013 &l : BEEASKIEZEE 3 Nfh, datacenter EHEXREE; 5 %2R excess capacity HK BN ZEBERNE
T

Q iEFEH Y EED
CPU/GPU B9 time-varying {4t (caches. out-of-order. multithreading...) F|FFEIEMNL. AFFFRIUELER; LM: K80
ftf inference Rtk Haswell (R—=,

KE: 183X Section1. 2. 4 5 Table4-MLPO B9 7 ms FIEsRBNEBF.AA
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=X —H IgEEL) B89 domain-specific ASIC

e PCle L&) coprocessor, &5 CPU Z&5%: 1& GPU —HEHINE M TREERE
server, AHEIESPE; 5L H host Tk, #HH_EEIER FPU M3k

GPU 2006 FF81318 GPU / FPGA / ASIC;
#£38: excess capacity JLF &
o B/ inference model £ LifI5E, 5 host CPU (IR EEEI&RD =0 w1
o Q-hit BXEr=4V. EIL> o= O 2N Azt E0
:Azgsmﬁs{‘t i/iﬁ 6x BEES 6x E*/\, (= —FH’JE:I:E%\i&ﬁZ 2013 i%%ﬁ%%ﬁiﬂﬂﬂﬁ(’}fﬁéﬁﬁ %’ﬁﬁ%
WITRER] ASIC (I ZRZIL AR
o #i# minimalism: no caches. no branch prediction. no out-of- GPU)
order. no multithreading—— T'minimalism is a virtue of domain-
specific processors) 1548 gt WIE. . BB

N7 =

datacenter — /X 5%
o RIFMIDR: EMAC 2015 FRLUSH MLP /CNN /LSTM, mMAR o

= 2013 FHET BHR cost-performance Lt GPU 127t
10x

SEE: 183 Section 2 - B3| AN [EX
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RIEBKE: BN TPU REEEMRTBEIER

Weight Memory

ECPU Host Memoryi $

EZLHE = off-chip - ER197E TPU die A (28 nm - <331 mm2 - 700 MHz)

8 GiB DDR3 - off-chip ™

Weight FIFO
4 tiles iR

DMA Controller

Matrix Multiply Unit

WY 256x256 - 65,536 MACs

8-bit systolic - 92 TOPS

activations
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Accumulators
4 MiB - 32-bit

P Je4 + Pooling

Activation Unit

results — Unified Buffer

v

$ Unified Buffer

24 MiB - SREE1E

B2 BiEX Figure 1-18£H host & PCle TA&. £ Instruction Buffer 124 Bt - WEPEIEIBEE 256-byte &=
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Systolic fEf¥ET: ML IREEFE

HiER (E4&B8i83X Figure 4)
Y vV VvV OV v . v o Weights BIRERFNNEE, [E wavefront #EFHEH AR
. o Activations BEMREA, & cycle &5 256 ME
. o FENNGRYE wavefront #iH, & cycle BRI E— 256-element
." partial sum — Accumulators
- 74+ 4 systolic
. KX SRAM LEEARFEB L ——systolic ILEIBEBFEIIRNES, MO
. Unified Buffer 015, MNiEL&EREFE.

IEfRME _E34RT systolic 3:’333 BtgE FEEZEW latency; 8/16-bit JBE
BAFIE. 16/16 W z—iR; NHEHEFBIRIZ sparse X, R dense &

vy v vuv v K

V.Y Y VY VY

2 B18 X Figure 4 - 7”R&= 6x6 (&%, SLFR 256x256 = 65,536 MACs - 92 TOPS @ 700 MHz
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Die 8 2/3 4877 datapath, control R 2%

Die 3%, (i€ Figure 2) thiE CISCISA: HJ—iTE<S, 5 Kz

datapath 67% - 1/0 10% - control 2% - &R 21%

Unified Buffer 24 MiB & die i 1/3. %EPEEIT 1/4;
control X 2%——1£ CPU/GPU BT K1E8Z . B ¥igI+1E
Z,

TPU <331 mm?2 - 28 nm - 700 MHz: XJB& Haswell 662
mm?2-22nm, K80 561 mm?-28 nm,

Read_Host_Memory: host — Unified Buffer

Read_Weights: Weight Memory — Weight FIFO
(decoupled access/execute)

MatrixMultiply/Convolve: 12-byte ¥§%; Bx256 Hi\ x

256x256 tXE — Bx256 #it, B 4 pipelined cycles

Activate: IEZME + pooling; Accumulators — Unified
Buffer

e Write_Host_Memory: Unified Buffer — host

4-stage pipeline: BRESHE—R, HRESHA
MatrixMultiply E/5#.17; PCle 2%;1€ — CISC + repeat =
EX, 13 CP110-20,

SEIE : 83 Section 2 5 Figure 2 - die 45l 67% / 10% / 2% FIE R
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R WE—R, ZERBIET

NN Rz - TensorFlow - 100-1500 7

\)
TensorFlow API - 5 GPU £ H[E—E API

l
User Space Driver - ##FEHE. APl > TPU i5$EIR. &
EF5%F

l
Kernel Driver - REEB5olif, BXKERE

)

TPU 544 - B4 model NBIAZEIH F L5
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XEITAH
BR G %R1ZE model. %17 program image, FiE
weight image 5\ Weight Memory; £ RiEELIE

‘— P o

BT

e User Space driver £%. Kernel Driver kfga—5
GPU B2 BEEF

e host 5 TPU IRE R & TPU #1THEIAY 5.4%—
11.2% (Table 5)

« overlapped execution &S £{IE X B2IE 2R
PR TEG

(- 2E 2

SRR . 183 Section 2 (software stack) 5 Table 5 - #9EXBR GPU B9 user/kernel driver &1+
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Workload: 6 "NEFMHA, Z& 95% inference &K

App B (45Ek) LOC Layers Weights Ops/Byte Batch
MLPO MLP - 61% 100 5FC 20M 200 200
MLP1 MLP - 61% 1000 4FC oM 168 168
LSTMO LSTM - 29% 1000 24 FC + 34 vector 52M 64 64
LSTM1 LSTM - 29% 1500 37 FC + 19 vector 34M 96 96
CNNO CNN - 5% 1000 16 conv 8M 2888 8
CNN1 CNN - 5% 1000 4FC+72conv+ 13 pool 100M 1750 32

ENI2E KM user-facing MADE—EE (host UEHTFEEB AT Ops / Weight Byte = operational

C++) ; Hohg#E RankBrain. GNMT £, Inception. DeepMind intensity, B roofline BY x 3fi; batch A

AlphaGo, IRLR N LFREAE,

KiR: 16X Table 1- HER 2016 &£ 7 BEEBE TPU HY inference 9%
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=1 EHFES, ER server-class NS BEREH

Lol Haswell CPU NVIDIA K80 GPU TPU

Tz 22 nm 28 nm 28 nm

Die @R 662 mm? 561 mm? <33T mm?2

iNEY 2300 MHz 560 MHz 700 MHz

Die TDP / 3Ll busy 145 W /145 W 150 W/ 98 W 75W/40W

&8 TOPS (8-bit) 1.3 2.8 92

NFHE 51 GB/s 160 GB/s 34 GB/s

On-chip B7F 51 MiB 8 MiB 28 MiB

5 server dies £§ 2 8 4

Server TDP (idle — busy) 504 W (159 — 455) 1838 W (357 — 991) 861 W (290 — 384)

K80 A<F Boost. FF SECDED: F& 240 — 160 GB/s. (& 8.7 — 2.8 TOPS; RFHR4MERIR per-die JI3—, server Lt
BRFB R
BIR: 18X Table 2 - =& 194 2015 F£EZFETF[E— datacenter BI[E HITE(AE
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Roofline: 5/6 M FATAE ceiling, R CNN1 $5pBA

CNN1 f#&l - performance counters

128 ceiling = 92 TOPS
64 CNNd Jag ¢ cycle CNN1 6-app (&
2 gap 6.5x matrix active cycles 46.2% 28%
= f Eh useful MACs &St 22.5% 23%
:o_'g, 16 MLP1-9.7_&¢MLPO - 12.3 0 weight 3545 28.1% 43%
® 8 ° CNN1 1141 RAW hazard stalls 22.8% 11%
= <LST™MO-3.7 STl TOPS (peak 92) 14.1 21.4
2 .LSTM1 .28 ridge =1350
Ops/Byte

CNN1 89 conv = feature depth % — 65,536
32 64 128 256 212 1024 2048 4096 MACs E¥Z%#;: 4/ fully connected &
operational intensity {X 32, weight {258 R L,

1

Operational Intensity (&1 1 Byte weight 89 ops)
3R 18X Figure 5 (E%) 5 Table 3 - ceiling 92 TOPS - ridge point = 1350 Ops/Byte
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Ujo Rz B (8] : & E T BE S IS {E TE .

42% 37% 80%

CPU - batch GPU - batch TPU - batch
16 16 200

MLPO 7£ 7 ms 99th-percentile LR, =& BAREA
R REMEILLA,

ZE)R_EPRiE CPU/GPU 12 2.3x-2.7x, TPU R/
1.2%,

TPU ;&8 caches. branch prediction. out-of-order.
multithreading—— R 2 E 4TI EEIR o] T
e

KB 13 Table 4 - MLPO - 7 ms _FPEE host server B g

TPU

Batch
16

64

16

64
200
250

99th 0fu i
7.2 ms
21.3 ms
6.7 ms
8.3 ms
7.0 ms
10.0 ms

Jouppi et al. -

IPS / die
5,482
13,194
13,461
36,465
225,000
280,000

ISCA 17

% max
42%
100%
37%
100%
80%
100%

batch @ XEMHS. {BluMiERE——CPU/GPU 18 A/
batch: TPU B9 max IPS 5 host server FFEEHl .
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Per-die Jl5EH,: TPU 14.5x (GM) /29.2x (WM) F CPU

B TPUdie MK80GPUdie ---- CPU-=1.0x — BRI - H¥E - GPU = CPU

80 K80 die {X Haswell die 9
1.1x / 1.9x—BI&ES 5

= 60 T o iy SIEIR 2SR 0732,

& TPU 13.2x / 15.3%
41.0

iﬂjﬁ F GPU die (GM /

o WM) ; EER7A 3.5%-

O

pes 18.5 71%,

2

#F5 host server FFH ;
WM £ 4= mix (MLP
61%) NI,

MLPO MLP1 LSTMO LSTM1 CNNO CNN1

GM = geometric mean - WM = weighted mean (3R&F=RENIN)
SRiIE: 18X Table 6 (per die. & host FiH) - E—#4EH roofline &0 1€ XX Figure 8



LI 4R RESULTS - @ Jouppi et al. - ISCA 17

Perf/Watt: 41x-83x——37IRIE HEYAR N E=F

W TPU () m TPU' (3% GDDRS5 Hyig#8) incremental 41-83x
BREHE =GM (HEE) Z WM (6%17%2368‘]8@ vs Haswell server. RitiliEk
200 IBENFE— LT AREHUEET
ASIC B9{Kk¥E.
—~150
x total (& hostIN¥E) 17-34x;
£100 31-86  41-83 TPU server i K80 server B9 14-
2 42-68  16x (total) . 25-29x
S 50 17-34 I . e 2&':1 25_9 B (incremental) .
] Rl - K80 server BEE1X 1.2-2.9x F
0

Haswell server,
vs Haswell server vs Haswell server vs K80 server vs K80 server

total incremental total incremental

total & host IUfE - incremental REINHEEESE (SZIIKIE)
KR : 18X Figure 9 5 Section 5 - Ih3E5 TCO <, #lA perf/Watt {E performance/TCO B9 proxy
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REELLOIE: WRERK, BERIKSEHER

Haswell CPU |l K80 GPU H TPU

94%
100 38%

78%
75 66%
56%
50 47%
25
0

CNNO (compute-bound) LSTM1 (memory-bound)

SmEIFE (%)

10% A% - Watts/die - #{E##ZiE energy proportional

TPU 35 40 W/die, 1B 10% A& R{IEHE L 88%
Ih3E——15 MBI THES BATEELE M Haswell £
MEF (56%) , K80 A 66%,

LSTM1 EEBEE : 10% R EH CPU 47% / GPU 78%
/ TPU 94% B9 INEE,

18 server MK EE MO : Haswell + 4xTPU R0
<20% I1¥E, CNNO ZItb4E Haswell server 5 80x
(4 TPU dies vs 2 CPU dies) .

KR : 183X Section 6 5 Figure 10 - energy proportional computing 5| B Barroso & Holzle 2007
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WRSE 151TA: REFEFRERE—ETH

e UB 24 MiB [R4 MLP

Memory & x4 x3.0 (WM) - BIRSX batch 2048 Mi%; i
allocator 31 14 MiB &

Clock x4 + Accumulators - WM J1EARZE - CNN £ x2 @ (Table 8 &K 13.9
: MiB)

'R G E. die +10%; UB 453
TPU'- 3% 6DDRS [ WM 3.9 6M 2.6 14 MiB 1B473LE] 10%
TPU' - GDDRS5 + clock x1.5 [ GM %2.9 - WM A&k « server IJ#E 861 W — £

baseline = IPIX TPU x1.0 900 W
MEEEE (FRBUESH - A2 host BY[E)

SEIR: 183 Section 7. Figure 11 5 Table 8 - £ IRFENX N FE 0L, IERE M2
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/MEFICIER fallacy 5 pitfall
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Pitfall - 258 R H]& CNN

ISCA'16 & 15% BY1E 3T NN fI5ESE. 9 =2 m[a CNN:
{B CNN R 547 inference fa#%] 5%——MLP 5 LSTM (&
SREENRIS,

Pitfall - IPS AR IFHIRLEISIR
[E—2 TPU: MLP1 ¥ 360,000 IPS. CNN1 2%& 4,700
IPS——% 75x; IPS BEZRIIEREZE, mIFFEHIFIR,

Fallacy - Boost mode £#i#2

7£ LSTM1 £S5 clock 1.6x (560 — 875 MHz)
1.4%, TH3E 1.3x — perf/W J#UEER 1.1x,

. MERE

SK3E . 183 Section 8 - 5| HIENEX

Pitfall - #5458

systolic arrays. decoupled access/execute. CISC &2

1980 FERYIHELE, £ domain-specific T4 LE7F;
lhistory-aware architects could have a competitive

edgel .
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HERERFEN——TPU XA DSA B archetype

BATaRY (iEXBRK)

Cornucopia Corollary
o JEFFERITAMAKNK (256%256)

3+ Amdahl's Law 8938 : BE AT EM R R IFEEN{E

o BB AHHHEIE on-chip K7 (28 MiB) FEZE, (OXAS. BRERHeE,
e whole-model i E#117, B/XT host BIHKESR 6 M AE 4 D memory bound. FIERAT;
o RARWEMENIT, WG 99th-percentile {892 TOPS MIEHEBER, —/IMd) HEE

SEBRBIE, WNBENFEL die FRIRERE

8-bit 24, + TensorFlow 5518

15% 29x 29x 83x

T K80 die perf/W vs K80 BTF Haswell die perf/W vs Haswell
SEiE: 183X Section 10 - A MBI I weighted mean (per die - perf/W 4 incremental)



